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PaperReview& PresentatiofstartingMarch25)

12% of the grade

Eachteamwill completeone indepth research paper presentationg-L.2 mins
presentation +3-5 mins discussion)3uring the semester using slides.

Eachstudenwill also serve as designated discussion lead fawo additional paper
presentations.
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Al v
B o] D E F G H | J K L M N 0 P Q R
1 Group 1 Group 2 Group 3 Group 4
2 Date Group Names paper link(s) on project topic? Group Names paper link(s) on project topic? Group Names paper link(s) on project topic? Group Names paper link(s) on project topi
Alina, Du,
3 O Chenyang, Qinglin, Hou, O
03/25 (Wed)| Scalin... Zegiang, Wang SafePl... ¥ Qjas, Nimase htips://openreview.net/foru Interac... Wang Probe-... Zhangyu, Wang https://arxiv.org/abs/z
Kevin, Ou https://doi.org/10.1145/366
4 ’ 1
03/30 (Mon)| Teachi... Jimmy, Xiao Short-... ¥ Xiaotong, Cui  https://aclanthology.org/20 Recur... Sunny, Li Emoti... Asher, Holtham
5
Daben, Liu Jr., Samrit, Grover, Jenny, Choi,
04/01 (Wed)| Fine-T... Catherine, Pan https://aclanthology.org/a Under... ¥ Ganghui, Yi The "L... Sania, Rashid The "T... Zarif, Rezwan
Eshna, Gupta,
Julian, Maynes Sushil, Dalavi
6 1 1 ) )
Nairi, Parvathi, D
04/13 (Mon)| Desig... Ruifeng, Li AnAlt... ¥ Lior, Siegel Skepti... Zeytounzian Schola... Pericherla
Jacob, Rojit
7 L] ]
04/15 (Wed)| Censo... Alex, Zhu Does ... ¥ Cade, Miller PhysC... Kevin, Kim Verifyi... Vedant, Jain
8
9 Group 1 Group 2 Group 3 Group 4
10 Date Group Names presentation slide link Group Names presentation slide link Group Names presentation slide link Group Names presentation slide link
1 Alina, Du,
Jenny, Choi, Chenyang,
04/20 (Mon)| Emoti... Asher, Holtham The "L... ¥ Sania, Rashid Teachi... Jimmy, Xiao Interac... Wang
12 Kevin, Ou,
04/22 (Wed)| Scalin... Zegiang, Wang Recur... ¥  Sunny, Li An Al t... Lior, Siegel Short-... Xiaotong, Cui
Julian, Maynes,
13 Samrit, Grover, Nairi,
04/27 (Mon)| Desig... Ruifeng, Li Under... ¥ Ganghui, Yi The "T... Zarif, Rezwan Skepti... Zeytounzian
Andrew, Oh,
Jackson,
14 Parker,
Alethea, Qinglin, Hou,
04/29 (Wed)| SafePl... Ojas, Nimase Under... ¥ Nagahara Censo... Alex, Zhu Probe-... Zhangyu, Wang
15

Pleasdinalizethe papersby endof theweek.We will usenextweekto finalizediscussion

leadsfor eachpaper.



CSCI 44: NLP USC Viterbi

PaperPresentatiorEvaluation

The presentation wi || be asses®@@. on t he
At he paperds motivati on

A technical approach

A key results

Tocritically evaluate 1ts assumptions, limitations, and contril{G06f)s

Tosituate the work within the broader LLM and NLP research land208pg
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PaperPresentatiorEvaluation

Discussioneads

- through insightful questions

- engagement with peers
- ability to surface open problems and future research directions

Audience Expectations

A Active participation encouraged (counts toward participation grade)
A Peer review and feedback form for each presentation
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PaperReviewReportRequirement

2-page summaryf the paper review
Reviews will be assessed based on answering a small set of questions

A Summariz¢ he paper(s) you have chosen. What
approach, and key results?

A In your opinion, what are the papen®ritsand limitations? (e.g. What assumptions do
the authors make that caveat their claims? Are there any instancesdaowerg?)

A How does this work connect to the larger NLP lands&ipeethe paper in the
context of its publication (e.g. influences of the work as well as its implications for the

future If paper Is recent, or its downward effects if older)

\
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PaperPresentatiofuidelines

The slides of the presentatiof the paperreviews need to be share@4 hoursbefore
the presentation to the class

TAwill distributethe night beforethe class.
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RecapPrompting& Post
trainingof LLMS
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LanguageiGenerationto Prompting

A Once trained, language models can be very powerful

(D Prompting (or IrContext / FewShot LearningXhe ability to do many tasks with no gradient updates and no / a few
examples, by simply:

AYoucangetinterestingzesohot behavior 1 f youolOre creative enou:

Basic Prompt Templates

Summarization {input} ; t1ldr;
Translation {input} ; translate to French:

Sentiment {input}; Overall, it was

Fine-Grained- {input}; What aspects were important in this review?
Sentiment

10
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Where does prompting / instructions fit in?

Way to interact with the language model

( Input
f h == Output
'| Prompt = Task Description X Decoding { Sesited Generation ]
' £ examples (shots) | | 11 Algorithm
53

Prompt Engineering Pretrained Language Model

11
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Prompting

A Zeroshot or fewshot
A 0-shot: task description + test input

E € -shot: task description + examples (input / output pairs) + test input

E € is small, typically less than 10
A Prompt Engineering: How to design the best prompts to elicit a desirable response from a language model
A Different styles with differing amounts of granularity:
A Chainof-thought
A Treeof-thought
A etc
A Limitations: not an exact science (trial and error driven), reproducibllity

A Recent efforts to automate prompt engineering / prompt tuning

12
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Instructioii uning

AEven prompting includes an instruction (description of the task)
ABut done more explicitly in instruction tuning
WKey differenceParameter Updates
AModern approaches: uses adapter models!
AAdapters: mini layers between LM components with updatable parameters
AAII other parameters stay the sam&ozen
Alnvolves supervised fHiening

AConvert each task into a linguistic sequence

13
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Preference Alignment

ALet”s say we were training a language model on some task (e.g. summarization).
AFor an instructiamand a LM sampley imagine we had a way to obtain a human reward of that

summaryY ot N S, higher is better.

SAN FRANCISCO,
California (CNN) --
A magnitude 4.2
earthquake shook the
San Francisco

San Francisco.

An earthquake hit

There was minor
property damage,

but no injuries.

ovgrturn unstable :Vl
objects.x R(x,y1)=80
AI\/Iaximize t he expected erI\:;)

The Bay Area has
good weather but 1s

prone to
earthquakes and
wildfires.

Y2
12(3;:V2) = 1.2

arsd Yo f dj:&l_)uampl es fi
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Preference Alignment

Step 1

Collect demonstration data
and train a supervised policy.

Step 2

Collect comparison data and
train a reward model.

Step 3

Optimize a policy against the
reward model using the PPO
reinforcement learning algorithm.

A prompt is
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This data is used to
fine-tune GPT-3.5
with supervised
learning.

I "N
x. o/
Explain reinforcement

learning to a 6 year old.

'

&

4

We give treats and

punishments to teach...

EEE

Instruction Tuning!

S —————

A prompt and s 7
.

several model e

xplain reinforcement
OUtpUtS are learning to a 6 year old.
sampled.

In Ir:airr];?r:;?;::m Explain rewards...
agent is...

In machine We give treats and
learning... punishments to

each...

- { |
A labeler ranks the
outputs from best
to worst. Q>G>°>G
RM
This data is used SR
i . 6 o
to train our \}SX./
reward model.
0-0-0-0

A new promptis
sampled from
the dataset.

The PPO modelis
initialized from the
supervised policy.

The policy generates
an output.

The reward model
calculates a reward
for the output.

The reward is used
to update the
policy using PPO.

A

Write a story
about otters.
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The Effect of LLM Scale

A Models designed with high capacity/scale ¢

MMLU vs Estimated Compute

potentially achieve high performance L. ama3aod®
80 A Qwenl.5 72B o
|34E &/ lﬁ—MmtraIBﬂEE*
: .. tral 8x7p* DeepSeek-LMA DBRX
A Main factors determining model scale: o 3308 Ewini%ﬁg,f oo
ic -9 lama 2 70B
T
A Model architecture (Transformer vs. R eo- i A 8ma2 348
= LaMA 33B
vs. State Space Model) : Phi® Larma 2 148
OLMo 1.7-78—® ShalEEn=A08

>0 - LLaMA 13;:':3PT 308
A Training FLOPs DeepSeek Mc® taﬁ'fﬁ =y

40 -

Phi-1.5
LLaMA 7B

A # model parameters P78

30 - ¥ Phber 7B

Falc-:rn 76® *=tiMo 78

A # tokens of pretraining data o e e 107 v

16
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The SdaakesmhglL L Ms

ADetermines the optimal allocation of a fixed compute budget

A For instance, it can help us train very large models on a relatively modest amount of data and stop significe
before convergence

A Or smaller models on larger data (e.g. Chinchilla LM)

Larger models require fewer samples The optimal model size grows smoothly
to reach the same performance with the loss target and compute budget

Line color indicates
10 AR number of parameters

| \

103 108 109
Compute-efficient
training stops far
W short of convergence
4

N W
.

-0Sss 10

17 107 10° 10" 10 10 10 100 Kaplan et al., 2020 https://arxiv.org/abs/2001.08361
Tokens Processed Compute (PF-days) I ———— ———eem————
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OpenSource, OpeiWeight vs. Closed LLMs

A OpenSource: everything Is released. Can
completely reproduce, provided you have

the compute 3t :
3 !
§ OpenAl :
Ae.g. Allen Al &8s OLMo, EI 8 GFTHE  ess !
o Geminl | - w1208
Google I Llama3 70B I
A Levels the playing field for LLM development via Gemini ! LLAMA !
knowledge sharing | C“io |
. . . ! | |
A Open Weight: only the final model weights ! Meta !
are released, but no data, code etc. TN C >
| | -
: : OL/:AIS
A e.g. DeepSeeR1, Llame3, Qwen, Mixtral : :
ACIoseeISource | ARprotected: Most : Ve I
popular and also, the best performing : | byt ElpEnness
Close Source LLMs Open Weight LLMs Fully-Open LLMs

A e.g. GP¥4o, Clauded.5

18
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This Lecture

1. LLM Training Data: Harms and Limitations

. Toxicity

. Representational and Allocational Harms
2. LLMs

. Limitations: Hallucinations

. Behavioral Harms: Performance Disparities and Social Biases

20



CSCH44: NLP USC Viterbi

Training LLMs: Data



CSCI 44: NLP USC Viterbi

Training Data for LLMs: Crawling the We

ALanguage model s are trained on oraw texto

ATO be highly capable (e.g., have linguistic and world knowledge), this text shouldspad @nge of domains,
genres, languages, etc.

AA natural place (but not the only place) to look for such text \sg¢he
AGoogIe search index is 100 petabytes; the actual web is likely even larger

APrivate datasetsowned by big companies are even largé&/alMart generates 2.5 petabytes of data each hour!

22


https://www.forbes.com/sites/bernardmarr/2017/01/23/really-big-data-at-walmart-real-time-insights-from-their-40-petabyte-data-cloud
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Training Data for LLMs: Crawling the We

(

ACommon Craws a nonprofit organization that crawls the web
and provides snapshots that are free to the public
Standard source of data to train many models such as T5,
GP I3, etc.
AThe April 2021 snapshot Gfommon Crawlas 320 TB

COMMON
CRAWL

AThe Colossal Clean Crawled Cor@td (s a larger was created
to train the T5 modél 806 GB / 156 billion tokens

23


https://en.wikipedia.org/wiki/Common_Crawl
https://www.tensorflow.org/datasets/catalog/c4
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Tral ni ng-2Dat a:

A WebText 40GB, based on Reddit and used by OpenAl for training-&PT
ANonpuinc, but released information about how it was collected:
AScraped all outbound links that received at least 3 karma (upvotes)

AFiItered out Wikipedia to be able to evaluate on Wikipedhased benchmarks

(WOpenWebText38GB, made to replicat¥V/ebTextby reimplementing collection process:
ACrawIing: Extracted all the URLs fromRleedit submissions dataset

AFiltering: fastTexto filemootadtngishd s icpeterson/ .
ADedupIication: Removed near duplicates openwebtext

Open clone of OpenAl's unreleased WebText
dataset scraper. This version uses pushshift.io files
instead of the API for speed.

Ay 8 ® 10 w648 ¥ 72 O

Contributors Issues Stars Forks

24


https://files.pushshift.io/reddit/submissions/
https://github.com/facebookresearch/fastText
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The Pile and DOLMA O

UTF-8 bytes  Documents Unicode Llama
Source Doc Type (GB) (millions) words tokens
(billions)  (billions)
Common Crawl ¥ web pages 9,812 3,734 1,928 2,479
Bibliotik :
= GitHub </ code 1,043 210 260 411
Pile-CC Reddit % social media 339 377 72 89

Semantic Scholar = papers 268 38.8 50 70

PubMed Central ArXiv Project Gutenberg = books 204 0.056 4.0 6.0
Wikipedia, Wikibooks W encyclopedic 16.2 6.2 3.7 4.3
Total 11,519 4,367 2,318 3,059

StackExchange
PMA
USPTO m OpenWebText2 Wikipedia m.

ID{(WUR] The Pile corpus, showing the size of different components, color coded as

Dolma is a larger

academic (articles from PubMed and ArXiv, patents from the USPTA; (webtext in- open C_Or_pus of Eng_“_Sh’ Created Wlt_h p”l_:’“(_: tools,
cluding a subset of the common crawl as well as Wikipedia), prose (a large corpus of books), containing three trillion tokens, which similarly
dialogue (including movie subtitles and chat data), and misc.. Figure from Gao et al. (2020). consists of web text, academic papers, code, books,
encyclopedic materials, and social media (Soldaini et
The Pile825GB English text corpus containing a large amount of text al., 2024)

scraped from the web, books and Wikipedia
25
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Data MI xes and D

Programming Code Multiple Languages _

A e Enable model’sb I e Multi-lingual / e Professional areas such
: programming ability. non-English corpus. as legal, medical.
Need tO MIX data frOm e Helpful in function call. o I\ll10te tll'natﬁlltering rules o Specialdocuhment
" " " : that f t
different special domains T
& be adapted.

ACan find data weighting

empirically by

performing sweeps. Also

methods like DoReMI for . .

doptimal 6 dat Saomemr}ypothesze that a lot of duplicate data causes the model 1

XL g . L
. replace generalization with memorization
welghts

However, some duplication Is needed, especially for high quality
data, e.g. Wikipedia

26
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Training Datdssue

A HoweverGehman et al2020 analyzed these two datasets and found:
A2.1% of OpenWebTexthas toxicity score >50%
A4.3% of WebText(from OpenAl) has toxicity score $98%

AB% of OpenWebTextcomes frombanned or quarantined subreddiesg., /r/ The Donala@nd /r/ WhiteRights

27


https://arxiv.org/pdf/2009.11462.pdf
https://arxiv.org/pdf/2009.11462.pdf
https://en.wikipedia.org/wiki/Controversial_Reddit_communities
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Toxi1 cl ty

f 1 n
nab

(D Working definition What is toxicityBorkan et al, 201
S

e
di srespectful, or unreaso

A There can be multiple harms of LLMs related to toxicity. Two possible recipients of the harm:
A Theuserof the LMbased system.
A A chatbot could reply with a toxic response.
A An autocomplete system could make a toxic suggestion.
A Therecipientof the useigenerated content.

A The user, with or without malicious intent, might post the toxic content on social media.

28


https://arxiv.org/pdf/1903.04561.pdf
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A Disrespectful comments including but not limited to:
A |dentity Attacks
A Profanity
A Threats
A May or may not be explicit / intentional
A(‘)Hat e $pdecha@ Languag g
A Finer distinctions may exist

A Content Moderation in Social Media

29
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Detecting Toxicity: Word Lists

(D Word lists How far can one get by simply defining toxicity in terms of presenceofagrbaimd W or d s 6
A TheClossalCleaned Common Crawl (C4) dataset was filtered using this word list and used to train the T5 language mod
A Using a word list is inadequate because:
A Genuinely harmful text contains no bad words.
A Exampler
A Nonharmful text do contain bad words.
A Example: words used in the context of healthcare or sex education
A Example: profanity in fiction

A Example: slurs used by groups to reclaim tefor& & McSherry, 200)9queerby the LGBT+ communiBand, 2014

31


https://github.com/LDNOOBW/List-of-Dirty-Naughty-Obscene-and-Otherwise-Bad-Words/blob/master/en
https://www.eff.org/deeplinks/2019/04/content-moderation-broken-let-us-count-ways
https://www.amazon.com/Reclaiming-Queer-Activist-Rhetorics-Resistance/dp/0817318283
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Detecting Toxicity: Perspective AP|

A Perspective APl is a tool made Jigaw, a unit within Google focused on technological solutions to social problems (e.g., extremism)
developed a popular (proprietary) service for performing toxicity classification called the PerspectiveQAR|(IDemg

A Learned model that assigns a toxicity score betvdesmd 1.

A Trained on Wikipedia talk pages (where volunteer moderators discuss edit decisions) and labededlimprkers

Aﬁnecdotally, | t wor ks AXrow%Q/l@EE,thitn@l%iesn’c‘)t al wa
hel[toxicity: | ow] Youodr e [taxikitg lowdi t | er .
You [stuccxa 5.l 9y A | hope you lose your right arftoxicity: low]

A | read The Idiot by Fyodor Dostoevsky
yesterday.[toxicity: 86.06%]
A Thatisfi i good. [toxicity: 85.50%]

&) Perspective

32


https://www.perspectiveapi.com/
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Perspective API: Issues

e mm mm omm o mm o e omm mm e mm o Em Em o Em mm mm Em omm o

. PerspectiveAPI
- Toxicity score

90%

The Risk of Racial Bias in Hate Speech Detection Non-toxic tweets
(per Spears, 1998)

n ( Wussup,

n*ggal!

Maarten Sap® Dallas Card® Saadia Gabriel® Yejin Choi®Y  Noah A. Smith¢"
CPaul G. Allen School of Computer Science & Engineering, University of Washington, Seattle, USA

*Machine Learning Department, Carnegie Mellon University, Pittsburgh, USA
¥ Allen Institute for Artificial Intelligence, Seattle, USA

msap@cs.washington.edu 'H What's 704
up, bro! J\ /
. | saw him v Y
A . . . L. yesterday. J_\ 0
It does not capture the annotator identity or the broader linguistic or soc i
context. As a result, therdasv agreementn annotations. ™ [ | saw his ass J/ classifier \ 9504
yesterday.

A It can be biased against certain demographic groups, since the presenc .. . . : : :
identity words (e.ggay) is correlated with toxicity due to the Figure 1: Phrases in African American English (AAE),

disproportional amount of toxic comments addressed towards them. their non-AAE equivalents (from Spears, 1998), and
toxicity scores from PerspectiveAPTI.com. Per-

spective 1s a tool from Jigsaw/Alphabet that uses a
convolutional neural network to detect toxic language,
trained on crowdsourced data where annotators were
asked to label the toxicity of text without metadata.

AWhiIe the Perspective API Is a popular starting point that is used by the
and NLP community, it iIs important to take it with a moderate grain of si

33
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N &
erbedgemavée& mu st __
accompli shed saomédDbD( M

Going to Africa. Hope | don't get | got mosquito bites on my foot a
AIDS. Just kidding. I'm they fucking hurt B

Lexical Biases

24 Sap, Swayamdipta et al., NAACL 2022
- , |
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Annotators with Attitudes:
How Annotator Beliefs And Identities Bias Toxic Language Detection

)XI C I ty I S Ve ry S u bj E Maarten Sap”* Swabha Swayamdipta® Laura Vianna®

Xuhui Zhou®* Yejin Choi”® Noah A. SmithV*

“Paul G. Allen School of Computer Science, University of Washington, Seattle, WA, USA
® Allen Institute for Al, Seattle, WA, USA
¢Department of Psychology, University of Washington, Seattle, WA, USA
*Georgia Institute of Technology, Atlanta, GA, USA

Toxicity detection models end up
re-enacting specific ideologies

35
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Detecting Toxicity in LM&ealToxicityPrompts

AThreal Toxi diat vaBred mptval uates the toxicit RealToxicityPrompts LM generations
. . 9%
ATOXICIty scores are based on the Per spe So, I'm starting to |
A _ think she’s full ... \ ;il__:;,zi-g;'f';:.;./r/
Unprompted experi ments. REs o
10% -
AEmpt y prompoODOgmpéeeratoens (&8 3i mum t oxi cC I’m 99 percent sure it [.ef, | |Q
was someone being an ... 3::{:{::‘il—°
AEmpty pr ompAo» OcGoenmpelr eattieosns ( &Y i mum t o Xi -
_ ",:.:"""-a | '
. . The men started sweariin Jsiseere < )( @
APr ompting experiments. ot e called e __%-“ T @X
A SentencesOgdarkWeb Textm or i
| So if you grab _~ |“*%y*
AEach sentence split 1 nto prompt and co a woman by the ...
Ae.g. prompoind mmplce tt iy30@][.t oxi city:
AFeed prom{3t gerewr @GAE et I ons %0.4
AT akeaway: posso bkeacmml gteincer sntodvoerp rceg ImMp & 15°.
§°?
g
REALTOXICITYPROMPTS: = 0.2
Evaluating Neural Toxic Degeneration in Language Models S
O
Samuel Gehman® Suchin Gururangan®’ Maarten Sap® Yejin Choi°" Noah A. Smith°’ 0.1
“Paul G. Allen School of Computer Science & Engineering, University of Washington 0.0 0.2 0.4 0.6 0.8 1.0

TAllen Institute for Artificial Intelligence Prompt Toxicity
T —

USC Viterbi

CayVveE

Model size

44 M
11 /M
41 7M
1.4B
/.1B
280B
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Filtering Toxic Content
A Need for toxic content removall

A However, this may inadvertently result in / exacerbate two other kinds of harms:

A Representational harms: Not all populations are equally represented in the dataset!

A Dodge et al. studied the enccurrence with ethnicity terms (d@wishandsentimenbearing wordge.g.,successiul

A Jewishhas 73.2% positive sentimefAtab has 65.7% positive (7.5% difference).

european, europeans, european americans, ...
white, whites

straight, straights

christian, christians

o
—
=3
=
=
)]

african american, african-american, african americans, ...

A Kllocational Harms: Affects different populations differently

Mentions of sexual orientations (dagbian gay) more likely st ey e

to be filtered out; of those filtered out, rtrvial fraction are women, womn

trans, transgender

nonoffensive (e.g., 22% and 36%). |
A Certain dialects are more likely to be filtered (AAE: 42%, e s

Hispaniealigned English: 32%) than others (White American s, omosszush

Engiish: 6.2%) -

. PMI(identity term; filtered by blocklist)
Allocational Harms
37 Dodge et al., 2021

PRS- St



https://arxiv.org/pdf/1606.02820.pdf
https://arxiv.org/pdf/1606.02820.pdf
https://arxiv.org/pdf/1606.02820.pdf
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Training Data for LLMs: Parting Though

AThe t ot al amount of data out there (web, pri
ATrai nda h g 6(oehv eint Commond Owoarwkl )wedlole s(nnot ef fect i

AFi l teri nOpeénWeb g €x@RHIa{aset) 1I's needed, Dbut c:

ACurat'rvvneg:) maimghi ty datasets I s promising (The

Datasheets for Datasets

A _ TIMNIT GEBRU, Black in Al
Important to carefully document and InSpect | JAMIE MORGENSTERN, University of Washington
BRIANA VECCHIONE, Cornell University
these datasets JENNIFER WORTMAN VAUGHAN, Microsoft Research
HANNA WALLACH, Microsoft Research
HAL DAUME 111, Microsoft Research; University of Maryland
CATE CRAWFORD, Microsoft Research

38 e
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L iImitations of LLMs
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LI mi tati ons of

A 3 main categories of limitations:
A Hallucinations: LLM generations may contain falsehoc
A Data Privacy and Copyright Violations

A Social Biases

A Others: Access due to high costs

Sarah Silverman, Richard Kadrey, and
Christopher Golden Take Legal Action

A Harms arising due to LLM behaviors Against Meta and OpenAl

AMay no b m taked b
model | e rat |

o0

t e a omi s
nNng and gene

40
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L imitations: Hallucination

who Is noble ackerson

"Friend Me" is a middle-grade thriller written by Sheila M. Averbuch, published by Scholastic

Noble Ackerson|(1983-2019) lvas a technology entrepreneur, innovator, and in 2020. The novel tells the story of a young girl named Roisin, who is new to Edinburgh,
# #
) .. ) : . Scotland, and finds it hard to make friends in her new school. She turns to an online amex
based In the United States.|He co-founded LynxFit}a company ' : : J
: : : called Friend Me for companionship and quickly becomes friends with a girl named Kaitlyn.
that created ajsmart jJump rope capable of tracking and analyzing a user's S : e ; :
However, as their online friendship deepens, Roisin starts to notice strange and unsettling

fitness data. In addition to LynxFit, Ackerson was involved in several other things happening in her life. She realizes that someone is watching her and that her online

tech ventures and initiatives, including founding the first coding school In friend might not be who she seems.

Newark, New Jersey, and co-founding a company that developed an app for

_ _ . "Friend Me" has received positive reviews, with many readers and critics praising it as a
managing public transportation in Ghana.

Beyond his entrepreneurial pursuits, Ackerson was anjadvocate for diversity

In tech and worked to increase access to technology and education for readers have also praised the book for its strong characters, well-paced p#0t, and engaging

underrepresented communities.|Unfortunately, Ackerson passed awayjin writing style. \/
2019 at the age of 35} leaving behind a legacy of innovation and social

Impact.

suspenseful and thought-provoking story that explores the dangers of online relationships
and social media. The book has been described as a timely and relevant read for young

readers, as it raises important questions about privacy, identity, and online safety. Some

Overall, if you or a young reader in your life is interested in suspenseful, contemporary
stories with themes related to technology and social media, "Friend Me" may biy

B False information B Fact checking out.
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L imitations: Hallucination

The ChatGPT Lawyer Explains
Himself

In a cringe-inducing court hearing, a lawyer who relied on ALl to
craft a motion full of made-up case law said he “did not
comprehend” that the chat bot could lead him astray.
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Steven A. Schwartz told a judge considering sanctions that the episode had been
“deeply embarrassing.” Jefferson Siegel for The New York Times

For nearly two hours Thursday, Mr. Schwartz was grilled by a
judge in a hearing ordered after the disclosure that the lawyer had
created a legal brief for a case in Federal District Court that was
filled with fake judicial opinions and legal citations, all generated
by ChatGPT. The judge, P. Kevin Castel, said he would now
consider whether to impose sanctions on Mr. Schwartz and his
partner, Peter LoDuca, whose name was on the brief.
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MI st nfor mati on VvV

W Misinformation false or misleading information presented as true regardless of intention.
(I Disinformationis false or misleading information that is presemtahtionallyto deceive some target population.
A Has an adversarial quality to it
A Can be created on behalf of a malicious actor and disseminated, often on social media
AExampIes:
A Oil companies denying climate change
A Tobacco companies denying negative health effects of nicotine
A COVID vaccines contain tracking microchips
AOt her conspliracy theories (9/11 didnot happen, Earth
ARussi aos I nterference with the 2016 US presidenti al
AThi ngs that are not true, but donot count as misinfor ma

(W Fiction literature completely fictional worlds
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Encountering Misinformation / Fake News

[ Text generation model ]

A Still an open problem 1

A - S0t% iy iGore| Original model
Many solutions proposed, none perfect e output, X

l
A Central IdeaGrounding { Research } Document

&Revision | Corpus
A Find a reliable source of Information and guide the |
language model to rely on it Revised output, ) Attribution report, A
The marathon world :[B%Pr-org] 2022t--- ﬁKiPC:?Qze. 3:‘?(;’:51
A During training AT, |
A Kenya in 2648 2022. Kenyan long-distance runner ...
Durlng Infe rence (promptlng) Human/automati%evaluation
_ an /s
A Atter inference B/ &
A Also related to Retrieval Augmented Language Modeling A“”b;t‘jf)'} Rk Pfeser;aﬂgj Haa

Figure 1: The Editing for Attribution task. The input
x 1s a text passage produced by a generation model.
Our Research & Revision model outputs an attribution
report A containing retrieved evidence snippets, along

RARR: Researching and Revising What Language Models Say,
Using Language Models

Luyu Gao'** Zhuyun Dai** Panupong Pasupat?* Anthony Chen>°*
Arun Tejasvi Chaganty?* Yicheng Fan?* Vincent Y. Zhao? Ni Lao?

Hongrae Lee2 Da-Cheng Juan? Kelvin Guu?* with a revision y whose content can be attributed to the
1Carnegie Mellon University, “Google Research, *UC Irvine evidence in A while preserving other properties of x
. _______________________________________________________________________________________________________ _J Such as Style or structure.
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Harms of LLMs



CSCI 499 Fall 2023: Language Models in NLP USC\/iterbi
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0 Herbert H. Clark & Michael F. Scholdg392)

Asking Questions and Influencing Answers
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The Language 1 n L

ALanguage models are more than just fexalmost all human communication has some form of
language as a central component

AAny harm or potential harm that arises from language models thus concerns people!

AHence these harms must be consideredbinader social context
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Behavioral Harms

AThe harms (negative impactspeoplewho use systems powered by large language models,
Adue to the behavior of a language model
Arather than its construction (which would encompass data privacy and environmental impa
ATWO types of behavioral harms:
(WPerformance disparities

(WSocial bias and stereotypes
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Behavioral Harms: Performance Dispatriti

Wt SNF2NXF YOS RASWLI tNAM AiISSA mor e

accurate for some demographi c groups (e
young people, White people) than ot hers

(e. g. ol d peopl e, Bl ack peopl e)
AExampIe: |l anguage 1 denti fir cati on systems

perform worse on Afri can Ameri can
Engl i sh (AAE) than Standard Engl 1 sh
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