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PaperReview& PresentatiofstartingMarch25)

12% of the grade

Eachteamwill completeone indepth research paper presentationg-L.2 mins
presentation +3-5 mins discussion)3uring the semester using slides.

Eachstudenwill also serve as designated discussion lead fawo additional paper
presentations.
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PaperPresentatiofulidelines

Explain main ideas in an understandable way + discussion question

Present 1 paper (or up to 3 closely related papers) from top NLP venues
A *CL, EMNLP, COLING, COOdNLL

Paper(s) topic should either be:
A Related to your project (can serve as part of your literature review)
A Or some NLP topic your group finds interesting
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PaperPresentatiorEvaluation

The presentation wi || be asses®@@. on t he
At he paperds motivati on

A technical approach

A key results

Tocritically evaluate 1ts assumptions, limitations, and contril{G06f)s

Tosituate the work within the broader LLM and NLP research land208pg
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PaperPresentatiorEvaluation

Students will also be evaluated thre quality of the discussion they facilitate

- through insightful questions
- engagement with peers
- ability to surface open problems and future research directions

both during their own presentation and when leading discussions for others.

Audience Expectations

A Active participation encouraged (counts toward participation grade)
A Peer review and feedback form for each presentation
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PaperPresentatiofuidelines

The slides of the presentation need to be shared a day before the presentation to the
class

Pleaseadd to the slide deck TA sentthe night before,and TAwill distributebeforethe
classin the morning.



CSCI 44: NLP USC Viterbi

PaperReviewReportRequirement

2-page summaryf the paper review

Reviews will be assessed based on answering a small set of questions, to be released at
the time of the papereviewassignment, clearly and correctly.

In most cases, each qguestion will warrant at minimum a paragraph to answer.
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Sigrnup & Scheduling

Signup sheet for paper presentation AND final project presentation (released after class)
Provide link(s) to planned paper(s)
Indicate whether topic Is projaelated

Dates:.

A Strict 15 min: 3/25 (Wed), 3/30 (Mon), 4/1 (Wed)
A May extend to ~20 min: 4/13 (Mon), 4/15 (Wed)
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Sigrnup & Scheduling

Choose a date appropriate for your group size / number of papers
Firstcome slots (groups may swap dates i1s mutually agreed)

Paper presentation date + topic due end of week (March 6)

—e Group 1 Group 2

Date Group Names paper link(s) on project topic? Group Names paper link(s) on project topic? Gi
03/25 (Wed)
03/30 (Mon)
04/01 (Wed)
& 04/13 (Mon)

04/15 (Wed)

{« 4 < < («
4« 4 < < «

Group 1 Group 2
Date Group Names presentation slide link Group Names presentation slide link Gi
04/20 (Mon)
04/22 (Wed)
04/27 (Mon)
1 04/29 (Wed)

« 4 € {
« 4 4 4
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Recap
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Issuesvith MaximizatiorBased Decoding

A Either greedy or beam search

ABeam search can be more effective with large beam width, but also more expensive

AAnother key Issue:

Context: |nashocking finding, scientist discovered a herd
of unicorns living in a remote, previously
unexplored valley, in the Andes Mountains. Even
more surprising to the researchers was the fact
that the unicorns spoke perfect English.

Generation can be bland or repetitive Continuation: The study, published in the Proceedings of the

National Academy of Sciences of the United States of

(also called degenerate) America (PNAS), was conducted by researchers from the
Universidad Nacional Autonoma de México (UNAM)
and the Universidad Nacional Autonoma de México
(UNAM/Universidad Nacional Auténoma de México/
Universidad Nacional Auténoma de México/
Universidad Nacional Auténoma de México/
Universidad Nacional Autonoma de México...

Holtzmann et al., 2020

12 R e ——
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~Y

Sol uti1 on: Donot M a

A Sample a token from the distribution of tokens.
A But this Is not a random sample, it is a sample for the learned model distribution

A Many good options which are not the maximum probabillity!

He wanted e bathroom
to go to the

13
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Pure Sampling

A ) DT A DY
Sample directly fromnn 0N U U —
P Y ’ B, A
AStiII has access to the entire
vocabulary
ABut If the model distributions are of
— bathroom

low quality, generations will be of low He wanted
qguality as well to go to the

AOften results In {flormed generations

ANO guarantee of fluency

14



CSCI 44: NLP USC Viterbi

TopL Sampling .. oo

i A —

A ProblemPuresampling makes every token in the vocabulary an option
A Even if most of the probability mass in the distribution is over a limite
of options, the tail of the distribution could be very long and in aggre: |
have considerable mass oo P(w‘qu)

A Many tokens are probably really wrong in the current context. Yet, w

. C g : > wevi. . Pw|“The”, “car”) = 0.99
give them individually a tiny chance to be selected. i

A
- N

A But because there are many of them, we still give them as a group &
chance to be selected.

Heavy-tailed

A Solution: Tep sampling distributions

C—d e

AOnIy sample from the top tokens in the probability distribution ves = tams sops down s net e small o
P(w‘ CCThe”, “CELI‘”)

Fan et al., ACL 2018; Holtzman et al., ACL 2018 Image Source: Huggingface

15
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Topuv Sampling: Issues

0,5 1210 sesrsssstssssmssssessssessomsmssssosssspassssassasssunsspesssossssassasassssssssspasasssssss thought —
| knew [
had Il
saw [0
did Il
said Il
wanted [

TopL sampling can cut off too quickly told I

Distribution liked [
got B

0.8
Jod F
warm i
cooling I
on ||
B _ _ _ heating |

She said " | never

TopL sampling can also cut off too slowly! | ate the pizza while it was st Grsh

cold
warming
burning
cooking

Narrow

We can do better than having one-size-fits-all: a Distribution

fixed K for all contexts

R ————————————— Image Source: Holtzmann et al., 2019

16 L em—— —evemmmost
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Nucleus (Tep) Sampling

A Solution: Tep sampling
A Sample from all tokens in the tﬁpcumulative probablility mass (i.e., where mass Is concentrated)

A Varieso depending on the uniformity of

Ptl(yt =w |[{ ¥}<¢) PtZ(LVt =w [{ ¥}<t) PE(Yt =w [{ ¥}<t)
_=

17 Holtzman et al., ICLR 2020
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Temperature Scalin - Aow
p g U W U —B N A@B’

ARecaII: On timestel the model computes a prob distributibrby applying the softmax function
to a vector of scoreisN A%

AWe can apply a temperature hyperparametérto the softmax to rebalanae

A DTt
m Temperature is a

hyperparameter for
decoding: It can be
tuned for both beam

0 W U

AR ise the temperature> 1: 0 becomes more uniform
More diverse output (probabillity Is spread around vocab)

ALRNEF the temperature< 1: 0 becomes more spiky search and sampling.
Less diverse output (probabillity is concentrated on top words)

18
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Three Stages of Training LLMs

Stage 1 Stage 2 Stage 3
— — —
APretraining on large
corpus of text A Posttraining for Task Ap sttraining for Preference Alignment
A Adaptation Either Reinforcement L_earning wit_h
Produces Base LanguageA Seqzseq Instructlon Human Feedback : Train a SUp@fVlsed
Model Tun S <ed classifier (reward model) on human
_unlng ( upe_rwse demonstrations to provide feedback to
Finetuning, different LM. Reinforcement learning to maximize
AContinued Preraining for meaning than BERIYle ArewarO!S given by reward model
domain adaptation classification tasks) Or, train with a preferred and a
. _ . dispreferred generation (more popular
(optional, sometimes called now)

midtraining, stage 1.5)

Inference : Prompting with Instructions and Demonstrations (also called examples, shots)
—

19
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Instruction Tuning

A Pretraining: Bytimianzation
[ The picture appeared on the wall of a

Poundland store on Whymark Avenue [...] How
would you rephrase that in a few words?

A Train a model to continue a given context

Sentiment Analysis Graffiti artist Banksy}
is believed to be
Review: We came here on a Saturday night behind [...]
- - i and luckily it wasn't as packed as I
A InStrUCtlon Tunlng- thought it would be [...] On a scale of 1
9 to 5, I would give this a I}
4
i . i . Question A i
A Train a model to follow varied instructions - sttty = T@
I know that the answer to “What team did
the Panthers defeat?” is in “The Panthers Arivons Cardinale ]
finished the regular season [...]". Can
P 11 h it is?
A Needed because the vast majority of N it i /
pretraining Is done on data which are not in the  wuttitask training [\
form of instructions Zero-shot generalization

Natural Language Inference

A Finetuned (using the newkenrprediction

objective) on a dataset of instructions together
with correct responses

and the athlete”. Can we infer that "The Yes
banker contacted the professors"?

[Suppose “The banker contacted the professors

"Multitask Prompted Training Enables Zero-Shot Task Generalization” (Sahn et al., 2022)

e e S ——————SESOTT
20
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Instruction Tuning Data

Model Details
Release Collection Model Base Size Public? (Prompt Types Tasksin Flan # Exs Methods
8 @< 202005 UnifiedQA UnifiedQA RoBerta 110-340M S 46/46 | 750k
I nStru Ctl O n tu n I n g d atasets are ®-o 202104 CrossFit BART-CrossFit BART 140M @ 15 /159 71.M
Ofte n C reated by re p u rpOS I n g ©®-o 202104 Natural Inst vi.0 | Gen. BART BART 140M @ ef 61/ 61 620k + Detailed k-shot Prompts
®-©° 202109 Flan 2021 Flan-LaMDA LaMDA 1378 62/62 | 4.4M + Template Variety
standard NLP datasets for tasks © & |
. . . ®o 202110 P3 TO, TO+, TO++ T5-LM 3B 62/ 62 12M ':I‘:_."F":I:"'t"'ltnie"";;‘:f
like question answering or | S, o | sou | (EE— —
- - + Moisy Channe| Opt
machine translation 8 2021 Exvi s . 2o | @ rror | soo | G
. ®-o 2022 04 Super-Natural Inst. | Tk-Instruct T5-LM, mT5  T1-138 @j 1556 / 1613 5M 'D"“i'“h‘:u'f;:‘n‘:uzﬂ”‘p“ |
A Often synthesized!
®- 202210 GLM GLM-120B GLM 1308 65 /77 12M v g
+ Bilingual {en, zh-cn)
®c 202211 xP3 BLOOMz, mTO | BLOOM, mT5 13-176B @ 53 /71 81M + Massively Multilingual
A Prompting existing LLMs $o 20212 Unnatwralinst! |Tsivumains s me | @ | @ | 0/ | e esineicoa
oo 202212 Self-Instruct! GPT-3 SelfInst.  GPT-3 1758 @ @ Unknown 82k + Hn;ihizr;fﬁigt?;:tiun
A More variety In the instruction D —
y U C IO - 202212 OPT-IML Bencht | OPT-IML OPT 30-175B @ ~2067 | 2207 18M * Input Inversion
- + Multilingual
t latesY Dbett |S! |
em p a. eS e er mOde S . ®- 202210 Flan 2022 (ours) | Flan-TS, Flan-PaLM T5-LM, PaLM 10M-5408 3 @é 1836 15M ++T|::.ifu:?;.:.?
+ Multilingual

21

“The Flan Collection: Designing Data and Methods for Effective Instruction Tuning” (Longpre et al., 2023)
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ParametetkEfficient Findéuning

: ' ' ! Hidden States
+d —+ ‘ Hidden States ] l | J
\ :'«\LIWI'r[.IH.i"iE'I.'li'IHI/ I I |
] - : ] ] &

[ Adapter Network }—-—-—l- l Multi-Head Attention W, i, W, [ Mulis-Head Attention » | Wy g || 5| W 5
Menlinear [i;_| |:'|I')_| qi)_|
fclivatian + + 4'-

Q |F"|.; K |F.,. ¥
l | | L] 4 W
/ Up-prajectian \ Attntion L !
v ] l Altention ]

Prefix-tuning

[ Adapter Metwork

(a) Sequential Adapter (b) Prefix-tuning

A Finetuning can be very difficult and expensive with LLMs

A enormous numbers of parameters to train; think 70B parameters, and their gradients!!

A each pass of batch gradient descent has to backpropagate through many many huge layers.
A Alternative: allow a model to be finetuned without changing all the parameters.

A parameterefficient fine tuning or PEFT,

A efficiently select a subset of parameters to update when finetuning and keep the rest frozen

22 A Examples: Adapters, Prefbuningl.oRAor Low Rank Adaptation
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LORA: LosRRank Adaptation

A Instead of updating weight matrices in attention layers during finetunin&ardw - :

Adaptation eases this by updating a lank approximation of the matrix : matri¢ = petained

i Weights
which are far smaller N

k r

A LoRAreezes the prdrained model weights and injects trainable rank decompo
matrices into each layer of the Transformer architecture X

A Gradient updates are reparametrized@as 31N N At A

A Where"Aand Aare lowrank matrices, the only matrices to be updated

A LoRAcan reduce the number of trainable parameters by 10,000 times and the (
memory requirement by 3 times for GP175B

A Usually comes at a (small) cost to performance :

Figure 1: Our reparametriza-

LoRA. Hu et al., 2021 tion. We only train A and B.

W

23
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Interacting with LLMS:
Prompting
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Interfacing with Large Language Models

A Once trained, language models can be very powerful

(D Prompting (or IrContext / FewShot LearningXhe ability to do many tasks with no gradient updates and no / a few
examples, by simply:

AYoucangetinterestingzesohot behavior 1 f youolOre creative enou:

Basic Prompt Templates

Summarization {input} ; t1ldr;
Translation {input} ; translate to French:

Sentiment {input}; Overall, it was

Fine-Grained- {input}; What aspects were important in this review?
Sentiment

25
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Prompting

A Interface to a language model: prompts in natural language

Translate English to French: task description
Av_er | ar g | anguage odel s seem to cheese => prompt d
wi t hout gradi ent upd es! 'l oLearn o 01l ¢
their contexts
Zero-Shot
A Sometimes called-gontext learning
A Misnomer: no learning (parameter update) actually happens during Translate English to French:
prompting
sea otter == loutre de mer examples
. . i == | ' '
A Can be zero shot (without examples) or-Bhet (with a few examples) PEPPETIIRE == MEnthe potvree
plush girafe => girafe peluche
A Typically <10 heese - o
FewShot

A With powerful LLMs,-8hot approaches are all you need!

“Language Models are Few-Shot Learners” (Brown et al., 2020)

_ e ———ettrtmmm——

26
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Prompting: Success

Emergent few-shot Iearnlng In-Context Learning on SuperGLUE

Few-shot ANEs Few-shot GPT-3 175B
. Fine-tuned SOTA
AMUCh more flexible than older Translate English to French:
formulation of preraining S S S 80
enC_Ode.ronly mOdeIS and fln_e peppermint => menthe poivrée \Ei.n&amed BERT ++
tuning to specific classification R B 70  ETETBERT
tasks (the BERT paradigm) T BRI T e PR
cheese => 60
ANow, pretrain and instruction tune 50 oo e
one large model and prompt it to
do a variety of tasks! Po1234 8 16 3
Number of Examples in Context (K)
- [Brown et al., 2020]

27
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Why does prompting work so well?

A Induction heads

ADiscovered by looking at mini language models with o@2lattention heads

Alf t he model sees the pattern AB é A I n an |1 nput tionalegu
ABéY B

APerhaps a generalized fuzzy version of thiYsB*patwheerrne CcAo
B a B (by a we mean some form of semtaxilearnmg@! |y si mil ar

Prefix matching

[ She H owns ]| vintage | cars .\[ . ][ He ][ dreams ][ of ][ owning ] vintage | = cars

T

Copying

DT PAR]  An induction head looking at vintage uses the prefix matching mechanism to
find a prior instance of vintage, and the copying mechanism to predict that cars will occur
again. Figure from Crosbie and Shutova (2022).

Random Tokens Repeat of Random Tokens

Category 40 ids node Struction Category 40 ids struction

prefix of attended-to-token Attended-to-token is copied. The corresponding
= current token J00Itl is increased for the next token.

“In-context Learning and Induction Heads"” (Olsson et al., 2022)
28 e ———— tt——
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Prompting Limitations: Prompt Design

A Task performance Is sensitive to prompt design

Modified separator Modified spacing between fields
. Passage:<text> Passage: <text> Passage: <text> Answer: <text>
Formattlng Answer:<text> Answer: <text>
Modified separator and spacing
Modified casing . : [
. . : PASSAGE <text> Passage <text> Answer <text>
A Ordering of demonstrations -__ [ ANSWER {text}} PASSAGE: <text> | . -
. - ANSWER: <text>
TaéﬁAccuracy r
. SITTIRR o e e
A Wording of the prompt o o “0-4—0—0 I
0 1

‘igure 1: Slight modifications in prompt format templating may lead to significantly different model

Bampedi ] Bampe 2 ] Eampedd ] 90 4L F 7 T T = I rerformance f::)l‘ a given task. Each <text> represents a different variable-length placeholder to
[ Example#2 | [ Example #1_| [ Example #3 | < = (] : : I e replaced with actual data samples. Example shown corresponds to 1-shot LLaMA-2-7B perfor-
[ Example#3 | [ Example#3 | [ Example #2 | :> > 80 - - . : : nances for task280 from SuperNaturallnstructions (Wang et al., 2022). This StereoSet-inspired task
|_Example#4 | |_Example #4_ | |_Example #1 | g = 1 Nadeem et al., 2021) requires the model to, given a short passage, classify it into one of four types
S 70 - . . l f stereotype or anti-stereotype (gender, profession, race, and religion).
Prompt #1 Prompt #2 Prompt #24 <Lﬁ> . _l_
o
deo{ | ] l 1 | ,
I | Z 4 _1_ . i Sclar et al., ICLR 2024
All 24 Permutations T _,1_ .
50 - e M
- 7 1 2 3 4 5 6 7 8 9 10
Example #1 Training Set ID
Example #2
Example #3
Example #4 N .
- - Calibrate Before Use:
\ / Improving Few-Shot
Training Set Training Set Training Set Performance of Language
#1 #2 #10 Models” (Zhao et al., 2021)

Ly et
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Chainof-Thought Prompting

Standard Prompting

-
/C Model Input \

A Slnce the m()del |S tra| ned On IO'( f.l: R_oger has 5 tennis balls. He b_uys 2 more cans of
ennis balls. Each can has 3 tennis balls. How many
and IOtS Of Iang uage data’ tennis balls does he have now?
perhaps r6|y|ng on |tS A: The answer is 11.
capabilities to generate make lunch and bought & more, how many apples
- do they have?
language can make it more e )
accurate!

Model Output )
A: The answer is 27. x ]

30
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31
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ZeroShot Chanof-Thought Prompting

AThe model may not even need
examples of reasoning, it may
be abl e to ore
If provided the right trigger

context

Model Input

Q: Roger has 5 tennis balls. He buys 2 more cans of
tennis balls. Each can has 3 tennis balls. How many
tennis balls does he have now?

A: Roger started with 5 balls. 2 cans of 3 tennis balls
each i1s 6 tennis balls. 5 + 6 = 11. The answer is 11.

Q: The cafeteria had 23 apples. If they used 20 to
make lunch and bought 6 more, how many apples
do they have?

Model Output

A: The cafeteria had 23 apples originally. They used
20 to make lunch. So they had 23 - 20 = 3. They
bought 6 more apples, so they have 3 + 6 =9. The
answer is 9.

Q: Ajuggler can juggle 16 balls. Half of
the balls are golf balls, and half of the golf
balls are blue. How many blue golf balls
are there?

A: Let’s think step by step. There are 16
balls in total. Half of the balls are golf
balls. That means there are 8 golf balls.
Half of the golf balls are blue. That means
there are 4 blue golf balls.
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MultiArith  GSM8K

USC Viterbi
Chainof-Thoughts Performance

Kojima et al., 2022

still better

There seems to be some wiggle room in the

exact prompt to be used for achieving the best

performance!

R ———————

Zero-Shot 17.7 10.4
Few-Shot (2 samples) 33.7 15.6
Few-Shot (8 samples) 33.8 15.6
Zero-Shot-CoT Greatly outperforms — 78.7 40.7
Few-Shot-CoT (2 samples) zero-shot 84.8 41.3
Few-Shot-CoT (4 samples : First) (*1) 89.2 -
Few-Shot-CoT (4 samples : Second) (*1) Manual CoT 90.5 -
Few-Shot-CoT (8 samples) — 93.0 48.7

Zero-shot CoT Trigger Prompt Accuracy
Let’s work this out in a step by step way to

: 82.0
be sure we have the right answer.
Let’s think step by step. (*1) 78.7
First, (*2) 717.3
Let’s think about this logically. 74.5
Let’s solve this problem by splitting it into

72.2

steps. (*3)
Let’s be realistic and think step by step. 70.8
Let’s think like a detective step by step. 70.3
Let’s think 57.5
Before we dive into the answer, 55.7
The answer is after the proof. 45.7
(Zero-shot) 17.7
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Preference Tuning: Aligning Models
with Human Preferences
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The need for preference alignment

Prompt: Explain the moon landing to a six year old in a few sentences.

Output: Explain the theory of gravity to a 6 year old.
A Pretrained GP3

Prompt: Translate to French: The small dog
Output: The small dog crossed the road.

Ouyang et al., 2022; J&M Chap 12

e ~eetmmmestn

A Make LLMs more helpful

A Supervised Finetuning: Instruction Tuning

A Prompting
A Make LLMs less harmful

A Avoid unsafe responses which may cause harm (e.g. privacy)
A Model alignment with human preferences aims to achieve both!

A Algorithms may involve reinforcement learning (such as PPO, GRPO) or not (DPO)

34
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Preference Alignment

ALetc")s say we were tral

summaryY ot N S, higher is better.

SAN FRANCISCO,
California (CNN) --
A magnitude 4.2
earthquake shook the
San Francisco

San Francisco.

nNi ng a | anguage mod e
AFor an instructiamand a LM sampley imagine we had a way to obtain a human reward of that

An earthquake hit

There was minor
property damage,

but no injuries.

ovgrturn unstable :Vl
objects.x R(x,y1)=80
AI\/Iaximize t he expected erI\:;)

The Bay Area has
good weather but 1s

prone to
earthquakes and
wildfires.

Y2
12(3;:V2) = 1.2

arsd Yo f dj:&l_)uampl es fi
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Step 1

Collect demonstration data
and train a supervised policy.

A promptis
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This data is used to
fine-tune GPT-3.5
with supervised
learning.

~
o

Explain reinforcement

learning to a 6 year old.

'

&

4

We give treats and

punishments to teach...

Instruction Tuning!

e

Step 2

Collect comparison data and
train a reward model.

A prompt and
several model
outputs are
sampled.

A labeler ranks the
outputs from best
to worst.

This data is used
to train our
reward model.

Step 3

USC Viterbi

Optimize a policy against the
reward model using the PPO

reinforcement learning algorithm.

£ A new prompt is

s led f
Explain reinforcement sampileairom

learning to a 6 year old. the dataset.
e The PPO model is
& © initialized from the
e, pomsmensto supervised policy.
. V >
The policy generates
an output.
0-0-0-0
The reward model
vL calculates a reward
RM for the output.
.0
Q/)?OSR\O
\}52{/ The reward is used
to update the
0-0-0-0

policy using PPO.

AW

Write a story
about otters.
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Step 2

Collect comparison data and P re fe re n C e D a.ta.

train a reward model.

A prompt and o ] . . . . .
A x/ A Getting onthefly annotations with a humamthe-loop Is expensive!
several model e
xplain reinforcement
outputs are learning to a 6 year old.
sampled. ~ o A Instead of directly asking humans for preferences, model their preferences as ¢
e L separate (classification / regression) problem!
G WP A Human judgments are noisy and miscalibrated!

A Instead of asking for direct ratings, ask for pairwise comparisons, which can be

Y
A labeler ranks the @ more reliable

outputs from best

to worst. 0-0-0-0 A Nowadays, mostly LLM judges
'1' A Train a reward modelY0)  ohw to predict human reward from an annotated dataset
RM

This data is used /R o

to train our N A Pairwise preferences converted into scores

reward model.
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Reward Modeling



