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Recap: NLG
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Broad Spectrum of NLG Tasks
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Language Generation: Inference/Decoding

ÅThe òobviousó decoding algorithm is to greedilychoose the highest probability next token according 

to the model at each time step
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ÅAt inference time, our decoding algorithm defines a function to select a token from this 

 distribution:
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Greedy Decoding: Issues

ÅGreedy decoding has no wiggle room for errors!

ÅInput: the green witch arrived

ÅOutput: Ilego

ÅOutput: Ilego la 

ÅOutput: llego la verde

ÅHow to fix this?

ÅNeed a lookahead strategy / longer-term planning
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Exhaustive Search Decoding

ÅWe could try computing all possible sequences ώ

ÅThis means that on each step t of the decoder, weõre tracking ὠpossible partial translations, 
where ὠis vocab size 

ÅThis ὕὠ complexity is far too expensive!
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ÅIdeally, we want to find a (length T) translation y that maximizes
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Beam Search Decoding

ÅCore idea: On each step of decoder, keep track of the k most probable partial translations (which we call 
hypotheses) 

Åk is the beam size (in practice around 5 to 10, in NMT)

ÅA hypothesis has a score which is its log probability:

ÅScores are all negative, and higher score is better 

ÅWe search for high-scoring hypotheses, tracking top k on each step

ÅBeam search is not guaranteed to find optimal solution 

ÅBut much more efficient than exhaustive search!
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Beam Search Decoding: Example
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Beam Search Decoding: Example
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Beam Search Decoding: Example

19



CSCI 444: NLP                                                                                                                        

Beam Search Decoding: Example
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Beam Search Decoding: Stopping Criterion

ÅGreedy Decoding is done until the model produces an </s> token

ÅFor e.g. <s> he hit me with a pie </s>

ÅIn Beam Search Decoding, different hypotheses may produce </s> tokens at different time steps 

ÅWhen a hypothesis produces </s>, that hypothesis is complete. 

ÅPlace it aside and continue exploring other hypotheses via beam search. 

ÅUsually we continue beam search until: 

ÅWe reach time step T (where T is some pre-defined cutoff), or 

ÅWe have at least n completed hypotheses (where n is pre-defined cutoff)
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Beam Search Decoding: Parting Thoughts

ÅProblem with this: longer hypotheses have lower score

ÅFix: Normalize by length. Use this to select top one instead
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ÅWe have our list of completed hypotheses. Now how to select top one?

ÅEach hypothesis ώȟȣȟώ on our list has a score
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IssueswithMaximization-Based Decoding

ÅEither greedy or beam search

ÅBeam search can be more effective with large beam width, but also more expensive

ÅAnother key issue: 
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Generation can be bland or repetitive 

(also called degenerate)
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Degenerate Outputs
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Why does repetition happen?

ÅProbability amplification due to maximization based decoding 

ÅGeneration fails to match the uncertainty distribution for human written text
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Solution: Donõt Maximize, Pick a Sample
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ÅSample a token from the distribution of tokens.

ÅBut this is not a random sample, it is a sample for the learned model distribution

ÅRespects the probabilities, without going just for the maximum probability option

ÅMany good options which are not the maximum probability!
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Modern Generation:
Sampling
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Pure Sampling

ÅSample directly from ὖ

ÅStill has access to the entire 
vocabulary

ÅBut if the model distributions are of 
low quality, generations will be of low 

quality as well

ÅOften results in ill-formed generations

ÅNo guarantee of fluency

28
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Top-ὑSampling

ÅProblem: Puresampling makes every token in the vocabulary an option 

ÅEven if most of the probability mass in the distribution is over a limited set 
of options, the tail of the distribution could be very long and in aggregate 
have considerable mass

ÅMany tokens are probably really wrong in the current context. Yet, we 
give them individually a tiny chance to be selected. 

ÅBut because there are many of them, we still give them as a group a high 
chance to be selected. 

ÅSolution: Top-ὑsampling 

ÅOnly sample from the top ὑtokens in the probability distribution
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Top-ὑSampling: Value of ὑ

ÅSolution: Top-ὑsampling 

ÅOnly sample from the top ὑtokens in the probability distribution 

ÅCommon values are ὑ= 50 
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ÅIncrease ὑyields more diverse, but risky outputs 
ÅDecrease ὑyields more safe but generic outputs
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Top-ὑSampling: Issues

31

Top-ὑsampling can cut off too quickly

Top-ὑsampling can also cut off too slowly!
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Modern Decoding: Nucleus Sampling

ÅProblem: The probability distributions we sample from are dynamic 

ÅWhen the distribution ὖ is flatter, a limited ὑremoves many viable options 

ÅWhen the distribution ὖ is peakier, a high ὑallows for too many options to have a chance of being selected 

ÅSolution: Nucleus Sampling / Top-ὖsampling 

ÅSample from all tokens in the top ὖcumulative probability mass (i.e., where mass is concentrated) 

ÅVaries ὑdepending on the uniformity of ὖ
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Nucleus (Top-ὖ) Sampling
ÅSolution: Top-ὖsampling

ÅSample from all tokens in the top ὖcumulative probability mass (i.e., where mass is concentrated) 

ÅVaries ὑdepending on the uniformity of ὖ
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Temperature Scaling

ÅRecall: On timestep ὸ, the model computes a prob distribution ὖby applying the softmax function 

to a vector of scores ίɴ ᴙȿȿ

ÅWe can apply a temperature hyperparameter †to the softmax to rebalance ὖ
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ÅRaise the temperature †> 1: ὖ becomes more uniform 

ÅMore diverse output (probability is spread around vocab) 

ÅLower the temperature †< 1: ὖ becomes more spiky 

ÅLess diverse output (probability is concentrated on top words)



CSCI 444: NLP                                                                                                                        

Comparing different 

decoding algorithms

ÅGenerate text to continue a given 
context

ÅOpen-ended generation

ÅSame decoding algorithms are 
also useful for close-ended 
generation tasks
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Modern Decoding: Takeaways

ÅNatural language distributions are very peaky but the softmaxfunction assigns probabilities to all 

tokens in the vocabulary

ÅHence we need approaches to truncate / modify the softmaxdistribution

ÅPure, Top-k, Top-p (Nucleus), Temperature
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Post-trainingof LLM
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ÅPre-training on large 

corpus of text

ÅProduces a Base Language 
Model

ÅContinued Pre-training for 

domain adaptation 

(optional; sometimes called 

mid-training, stage 1.5) 

Three Stages of Training LLMs
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ÅPost-training for Task 

Adaptation

ÅSeq2Seq Instruction 

Tuning (Supervised 

Finetuning, different 

meaning than BERT-style 

classification tasks)

ÅPost-training for Preference Alignment

ÅEither Reinforcement Learning with 

Human Feedback : Train a supervised 

classifier (reward model) on human 

demonstrations to provide feedback to 

LM. Reinforcement learning to maximize 

rewards given by reward model 

ÅOr, train with a preferred and a 

dispreferred generation (more popular 

now)

ÅInference: Prompting with Instructions and Demonstrations (also called examples, shots)
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Pre-training and Post-training
ÅThe term òtrainingó is no longer specific enough :) 
ÅPre-training: Self-supervised, standard next token prediction

ÅPost-training: Supervision (sequence to sequence)

ωInstruction-Tuning: Supervision is not necessarily via labels, but sequence pairs. 
Labels in standard NLP benchmarks can be converted into sequence pairs

ωPreference-Tuning: Collects human judgments / preferences as rewards, or a pair 
of preferred / dispreferred generations

39
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Instruction-Tuning LLMs 
for Task Adaptation

40
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Instruction Tuning

ÅPretraining:

ÅTrain a model to continue a given context

Å Instruction Tuning:

ÅTrain a model to follow varied instructions

ÅNeeded because the vast majority of 
pretraining is done on data which are not in the 
form of instructions

ÅFine-tuned (using the next-token-prediction 
objective) on a dataset of instructions together 
with correct responses

41
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Instruction Tuning and Task Generalization

ÅDuring instruction tuning, the model learns to 

follow instructions of given tasks

ÅAt test time, it generalizes to follow 

instructions on unseen tasks!

42
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Instruction Tuning Data

43
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Instruction Tuning Data

ÅInstruction tuning datasets are 
often created by repurposing 

standard NLP datasets for tasks 

like question answering or 

machine translation

ÅOften synthesized!

ÅPrompting existing LLMs 

ÅMore variety in the instruction 
templates  Ÿbetter models!

44
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Instruction Tuning: Masking Instructions
ÅWeõre still using decoder-only models (the same as we used in pre-training)

ÅHow to update these models for an encoder-decoder like behavior?

ÅThe instruction itself is masked, so the model does not generate instructions

45
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Parameter-Efficient Fine-tuning

Å Fine-tuning can be very difficult and expensive with LLMs

Å enormous numbers of parameters to train; think 70B parameters, and their gradients!!

Å each pass of batch gradient descent has to backpropagate through many many huge layers. 

Å Alternative: allow a model to be finetuned without changing all the parameters.  

Å parameter-efficient fine tuning or PEFT, 

Å efficiently select a subset of parameters to update when finetuning and keep the rest frozen

Å Examples: Adapters, Prefix-Tuning, LoRAor Low Rank Adaptation46
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LoRA: Low-Rank Adaptation

ÅInstead of updating weight matrices in attention layers during finetuning, Low-

Rank Adaptation eases this by updating a low-rank approximation of the 

matrix : matrices which are far smaller

ÅLoRAfreezes the pre-trained model weights and injects trainable rank 

decomposition matrices into each layer of the Transformer architecture

ÅGradient updates are reparametrized as ἥ ɝἥ ἥ ἌẗἋ

ÅWhere Ἄand Ἃare low-rank matrices, the only matrices to be updated

ÅLoRA can reduce the number of trainable parameters by 10,000 times and the 

GPU memory requirement by 3 times for GPT-3 175B

ÅUsually comes at a (small) cost to performance
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Interacting with LLMs: 
Prompting

48



CSCI 444: NLP                                                                                                                        

Interfacing with Large Language Models

Å Once trained, language models can be very powerful

Å The power only increases with scale

Å Most tasks in NLP can be formatted as sequence completion tasks

Å How to interface with a language model to extract relevant information?

ω Prompting (or In-Context / Few-Shot Learning):the ability to do many tasks with no gradient updates and no / a few examples, by simply: 

Å Specifying the right sequence prediction problem

Å You can get interesting zero-shot behavior if youõre creative enough with how you specify your task!
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Prompting

ÅInterface to a language model: prompts in natural language

ÅVery large language models seem to perform some kind of òlearningó 
without gradient updates!!! òLearnósimply from examples you provide within 
their contexts

ÅSometimes called in-context learning

ÅMisnomer: no learning (parameter update) actually happens during 
prompting

ÅCan be zero shot (without examples) or few-shot (with a few examples)

ÅTypically <10

ÅWith powerful LLMs, 0-shot approaches are all you need!
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Prompting: Success

ÅMuch more flexible than older 

formulation of pre-training 

encoder-only models and fine-

tuning to specific classification 

tasks (the BERT paradigm)

ÅNow, pre-train and instruction tune 

one large model and prompt it to 

do a variety of tasks!

ÅMuch much more generalizability! 
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